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Abstract Reducing the input size of benchmark programs can
shorten simulation times. In [4] some practical input
Statistical simulation is a technique for fast per- reductions to SpeCZOOO are shown, for either Validating
formance evaluation of superscalar processors. First, research simulators, obtaining quick performance esti-
intrinsic statistical information is collected from a single mates, or accurate performance estimates. Although it is
detailed simulation of a program. This information is POssible to obtain quick (1 minute) performance esti-
then used to generate a synthetic instruction trace that ismates, some benchmarks also have very high errors (up
fed to a simple processor model, along with cache andto 80%) compared to the full input.
branch prediction statistics. Because of the probabilistic ~ Trace sampling [5, 6, 7] can be used to reduce run-
nature of the simulation, it quickly converges to a per- times and can be made to work reasonably well for uni-
formance rate. The simplicity and simulation speed makeprocessor performance simulation. However it requires
it useful for fast design space exploration; as such, it is adetailed understanding of the program, is restricted to
good complement to conventional detailed simulation.  specific benchmarks, and has cold-start problems at the
The accuracy of this technique is evaluated for beginning of each sample segment.
different levels of modeling complexity. Both errors and  An alternative to detailed simulation is the use of ana-
convergence properties are studied in detail. A simplelytical models [8, 9, 10]. However, existing analytical
instruction model vyields an average error of 8% models of superscalar processors are hard to modify and
compared with detailed simulation. A more detailed adapt to other microarchitecture. Consequently, analyti-
instruction model reduces the error to 5% but requires cal models must be kept simple (compared with the de-
about three times as long to converge. tailed simulation models) or are restricted to processors
much simpler than today’s superscalar processors.
We and others have proposed and have been studying
1. Introduction an approach where certain processor and program statis-
tics are collected or otherwise generated, and a processor
Simulation is a widely used and effective tool for model is then probabilistically simulated with these sta-

evaluating computer performance. For superscalar procliStics as inputs [11, 12, 13]. The simulation quickly
essors very detailed simulation models [1, 2, 3] are typi-CONVerges to a solution (performance estimate). Super-
cally developed to support design decisions and to IC)er_scalar processors, and eventually Iar_ge systems bwlt_of
mit accurate performance estimates prior to chip fabrica-SUPerscalar processors, can be rapidly simulated with
tion. They are also used in the research environment td1iS téchnique referred to amtistical simulation
quantify performance improvements provided by mi- Although it has been previously used (in a limited

croarchitecture innovations. For these detailed processolVaY), We do not believe that either the overall accuracy
models, simulation times are relatively long, often re- of statistical simulation or several alternatives for model-

quiring many hours for a single run. Furthermore, simu- "9 have been properly studied or evaluated. In this pa-
lations are based on specific benchmark programs and©' We first focus on the general process flow of statisti-
consequently only provide performance information for €& Simulation. We then study its use for superscalar
programs similar to the benchmarks. Although long run- Processors by developing several models of synthetic
times and benchmark constraints limit the amount of {faCé generation, with different degrees of detail. We
design space exploration, detailed simulation is critical Validate the model's accuracy against a detailed simula-

for evaluating specific design points and is widely used 10N model and study its convergence properties. Then,
in both industry and academia. we discuss the applicability of the model for processor

design by modifying some processor parameters and
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Figure 1: Statistical simulation process flow

evaluating how well projected performance changesdetail). This convergence usually happens after a few

“track” the results of detailed simulations. tens of thousands of clock cycles of simulation.
1.1. Statistical simulation methodology 1.2. Applications
The simulation process is illustrated #fgure 1. The statistical simulation model is simple, and after

First, a benchmark program is simulated with a detailedthe initial trace-driven characterization, a simulation run
execution driven simulator to produce a dynamic instruc- can be performed very quickly, literally orders of magni-
tion trace. The program instruction trace is then ana-tude faster than with conventional detailed simulation of
lyzed to generate statistical tablesimtrinsic program a full benchmark program. Assuming for the moment
characteristicsand statistics aboubcality events In- that the results are reasonably accurate (as will be shown
trinsic characteristicsshould be as independent as pos- later in this paper Section 3.2) there are a number of po-
sible of the underlying microarchitecture (no speculation tential applications.
or cache information) but do depend on the compiler and  Processor evaluation- This is perhaps the most ob-
the ISA.Locality eventssuch as branch miss-prediction vious application because it is the common application
rate, or cache misses, which depend on the specifics ofor conventional detailed simulation. Although statistical
the microarchitecture are also collected for specific simulation is probably not accurate enough to replace
cache and branch prediction configurations. We refer todetailed simulation for making final design decisions, it
this part of the process flow as the “front-end”. It needs can be quite useful as a complementary tool for rapid
to be done only once for each benchmark program to bedesign space evaluation. Due to the simple processor
studied. model, microarchitecture modifications are straightfor-
Then, to carry out a statistical simulation, the pro- ward relative to modifications of a conventional execu-
gram statistics are used to drive the random generation ofion driven simulator. New benchmarks can easily be
a synthetic instruction trace. This synthetic instruction created to stress various aspects of a processor that are
trace, including branch and cache hit/miss information, isnot stressed by a set of existing benchmarks. A design
fed into a superscalar processor simulator. The processogpace can be covered very quickly by repeatedly running
model itself is simplified, modeling the major pipeline a set of pre-parameterized benchmarks over a set of mi-
resources without ever having to compute values, storecroarchitecture variations [13], or an application program
results, or model the memory hierarchy in detail. space can be covered by varying the parameters that
The statistical simulator “back-end” processes the drive the synthetic benchmark generator.
randomly generated synthetic trace, and assumes con- System evaluation— In some respects, we consider
vergence when the standard deviation of the instructionthis to be an even better application than uniprocessor
throughput is less than 1 percent for a sequence of 200@valuation. Large-scale systems containing many proc-
cycle samples (Section 3 discusses convergence in moressors, large memory systems, and running large applica-



tions simply cannot be simulated over realistic time 2.1.1. Basic instruction mix
scales if detailed clock-cycle simulation is done system-  An important first step in reduction of the real dy-
wide. For system design, the processor microarchitec-namic instruction stream to a synthetic stream is the re-
ture is typically fixed and the system structure is being duction of the full instruction set (typically containing
evaluated. In this application, it is easy to simulate sys-100+ opcodes) to a much smaller set of generic types.
tems as they scale in numbers of processors and memorWwe settled on 14 instruction types; the instruction types
systems. Furthermore, by adjusting workload parameterscan be found in the left hand columnTaible 2 (further
based on forecasts of application characteristics it is posdescribed in section 3.1). A simple instructionx is
sible to extrapolate and predict system performance forthen formed by analyzing the dynamic trace of the
future applications. benchmark program and determining the percentage of
Program characterization -- In the process of gen- each of the basic instruction types. In later sections we
erating synthetic versions of real benchmarks and vali-consider more sophisticated methods of characterizing
dating the accuracy of statistical simulation, we are ef-the instruction stream, but the basic instruction mix is an
fectively isolating those program features that affect per-important method to consider because of its simplicity.
formance from those that do not. And, these key pro-
gram parameters may provide a way of concisely charac2.1.2.  Instruction dependences
terizing benchmarks. These parameters can be used to Besides the mix of instructions, another important
extrapolate the performance of an application programcharacteristic is their interdependences; for this simple
from the performance for a benchmark with similar model we consider register dependences. Dependences
characteristics or to test the "coverage" of a benchmarkshould be characterized according to the distance be-
suite. tween two dependent instructions [1] and, we have
Physical design- A fast statistical simulation model found, as a function of the instruction types. A depend-
can be incorporated into sophisticated physical designence matrix is used to model the dependences between
tools. For example, for a given floorplan, estimated de-the individual instructions. One method for building a
lays can be fed into a parameterized processor performdependence matrix is to collect distributions that give the
ance model and performance can be quickly evaluateddrobability that an instruction of a particular type is de-
via statistical simulation. An automatic floorplanner can pendent on the one immediately before it, two instruc-
then incorporate such a performance model as it systemtions before it, etc.; i.e. “upstream” dependences. A
atically searches for performance-optimal floorplans. variation is to collect probability distributions for each of
High-level power modeling -- Another physical ~ an instruction’s register operands [12] [13]. A problem
characteristic of growing importance is power consump- With this approach occurs during the trace construction
tion. Statistical simulation can be incorporated into a process when the instruction at the selected dependence
power estimation tool [14] to allow fast evaluation of the distance does not produce a register value, e.g. it is a
average power consumption of a program. This would Store or branch instruction. In this case, some fix-up is
be particularly useful for embedded systems where arequired, for example by going back to the distribution
small set of programs are typically used in a given appli-and trying again. Oskin et al. in [13] prevent instructions

cation. being dependent on stores only within the same basic
block; but nothing is enforced beyond the basic block
2. Minimal statistical model boundary. Eeckhout et al. in [12] generate multiple de-

pendences until no store or branch appears to produce an
output. If this fails to happen, the instruction is marked
dependent on previous instruction, at a fixed distance.
We use another approach, “downstream” depend-
ces, where the dependence table contains probabilities
at an instruction at distanden the future will be de-
pendent on the instruction currently being generated.
Then constructing dependences consists of generating a
dependence condition for all instructions ug\tan the

. future, whereN is the maximum expected size of instruc-
Two types of statistical tables are used to constructyio \indows that will be simulated (for instructions

the synthetic instruction stream, one is used to generatg, e thanN, the dependence will not affect perform-

an instruction type, and the second is used to determingnce)  This approach implies that some instruction may

register dependences among the instructions. depend on more (or fewer) preceding instructions than it
has operands. Hence, the branch/store dependence prob-
lem is fixed, but a problem with mismatches in numbers

In this section we develop a basic statistical simula-
tion model. First, we describe the modeling of program
characteristics, then the processor and the Iocality-en
capturing structures such as caches and branch predi(ih
tors.

2.1. Base program characteristics model



Table 1. Locality events used during Table 2. Instruction types, latencies, unit

statistical simulation occupancies, and replication

Event Simulator Action Operation | Lat | Next| Unit#| | Unit| Replicated
Branch Target Buffer Stall Fetch until issue #
Miss rate Dispatch nop N/A | N/A | N/A 0 4 X
Branch Misprediction | Stall Fetch until int-alu 1 1 0 1 1x
rate Writeback int-multiply | 3 1 1 2 4 x
L1 Data Cache Miss rate 6 Cycle operation int-divide 0 19 1 3 1x

latency fp-add/sub | 2 1 2 4 2 X
L2 Data Cache Miss rat¢ 32 cycle operation fp-comp. 2 1 2

latency fp-conv. 2 1 2
Data TLB Miss rate 32 cycle operation fp-multiply | 4 1 3

latency fp-divide |12 [12 [ 3
L1 Inst. Cache Miss rat¢  Stop and restart Fetch 6 [ fp-sqrt 24 24 3

cycles later rd-port 1 1 4
L2 Inst. Cache Miss ratg ~ Stop and restart Fetch 32 [write-port 1 4

cycles later branch 1 1 0
Inst. TLB Miss rate Stop and restart Fetch 32 system call| pipe| pipe |N/A

cycles later flush | flush

of operands is created. Our approach is to simply let;jons. An option is to use a method that simultaneously
this happen, and no fix-up is performed. simulates a number of configurations [15,16,17].

2.2. Processor Model 3. Processor model validation

We developed a statistical model of a superscalar
processor core, using SimpleScalar [1] as a guide. It has-1.  Methodology
a small number of instruction types, and there is no ) ) ) ) )
register file because all dependences between The base architecture simulated with SimpleScalar is
instructions are probabilistically generated.  The 9iven inTables 2, 3, and4. The primary performance
instructions move through the  instruction window, Metric used for this comparison is the average execution
functional units, and reorder buffer (Register Update ate, instructions per cycle (IPC). We began the
Unit — RUU — in SimpleScalar) cycle by cycle as in a Validation process by checking the accuracy of the
real pipelined superscalar processor, but no actual datyarious statistical components separately. We started
values have to be evaluated. The full processor coreVith full instruction traces, not statistically generated,

requires a little over 1000 lines of C code. and mapped the instruction opcodes onto the generic
instruction types (cfTable 2) used by the simplified
2.3.  Modeling locality structures processor model. Furthermore, the actual cache and

branch predictor misses were recorded for each
In forming the statistical simulation model, we would instruction in the trace. Then, this entire trace was fed

like to completely separate program characteristics (mix,i“to the statistical simulation model. This instruction

dependences, basic block sizes, etc.) from hardware im-  Table 3. Description of SimpleScalar
plementation characteristics (pipeline lengths, instruction base architecture cache configuration
issue width, etc.). Unfortunately, we know of no general Processor node Description

locality statistics that yield good accuracy for a range of | Register Update 16 entries
caches/predictors. Consequently, this information will be Unit
an input to the statistical simulator. Every program has |7 oad/ Store Queud 8 entries

different locality statistics for the particular front-end Fetch Fetch 4 instructions
architecture, which, together with the default microarchi- per cycle

tecture, fornthe design space reference poiftom that 4 entries Instruction
point, other designs with different caches and predictors Fetch Queue

can be studied by varying the miss ratesble 1). Of Issue 4 instructions per cycle
course, this may require additional trace-driven studies [ pecode Dispatch| 4 instructions per cyfle
to determine the miss rates for different cache configura- Commit Z instructions per cycle




Table 4. Description of SimpleScalar base Table 5. Statistical Model Validation Levels

architecture core configuration Approximation Description
Structure | Description level
- - Detailed Synthetic | Real trace, with opcodes
L1 cache Insltrltj]c_:tlon : 8K, direct mapped,| 1 Simulationy mapped to syntheFt)ic ISA
cycle hit Statistical Cache Detailed trace, with statistical

Data : 8K, 4 way associative
L2 cache | Unified 256K, 4-way associative,| 7

cache events.
Statistical Branch | Detailed trace, with statisticall

cycles hit - =
Branch 2K two-bit counter entries Prediction branch prediction events.
Predictor Statistical Detailed trace, with statistica|
Memory | 32 cycles latency to transfer 1 cache Dependgnc_:es Instruction dependences
o Full Statistical Instructions, Cache, Branch
line; no early restart ; ) C
Simulation prediction events and
trace is not synthetic, and we refer to it ‘Betailed instruction dependences all
Synthetic Simulation{Figure 2). When executing this statistically generated
trace, our statistical model gave results within 1 percent | Approximation Description

of the instruction throughput (IPC) of the complete | level
SimpleScalar simulator, throughout the whole execution.

Beginning with this accurate starting point, we added
statistical modeling one step at a time. By doing so, we
were able to determine which aspects of the model
introduce errors as well as the size of the erasle 5
describes the different validation levels we studied. In
the ‘Statistical Cache’test, for example, all detailed
records are taken from SimpleScalar trace, except cach
events which are generated randomly.

Figure 2 shows that benchmarks with a low first
cache level miss ratio (less than 1.5%) have a high erro

when simulating statistical cache events. HoweRem-
pressand Go, which have high cache miss ratios (15%
and 3.5%), have smaller error. The reason is that rare
cache misses are often located in critical regions of the
code but are averaged in the synthetic trace.

The validation we are ultimately interested irSim-
hetic Simulation using Mjxecause it uses a fully ran-
om instruction input sequence, on which cache misses,

branch mispredictions, and dependences, are statistically
Iapplied. This simulation (unlike the others) only has to

be run until the performance converges to a value. We
decided that convergence of the instruction throughput to

25 within 1% is sufficient. This was detected by monitoring
& the standard deviation of sampled performance at inter-
g 2 vals of 2000 cycles. All the statistical simulation results
ﬁ using this basic model, th&imple Mix”, converged in
g b less that 50 thousand cycl@&gure 3).
a1 . Even though convergence on a single statistical run is
8 to within 1 percent of standard deviation in IPC, the
e]
) 5
g 142 4
g 0 14
g i |
o -5 RN \Q’ X ~ (S{f\
e N & g
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o . . 3
£ [ Detailed Statistical £
©n 15 - ) . )
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Simulation cycles { in 100's )
Figure 2. Error introduced by different levels of Figure 3. Convergence time for compress,
approximation of the trace, simulated on base using the simple mix, for the base architecture

architecture (100 million instructions) and different random seeds
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Figure 4. Error in statistical (mix) IPC
compared to SimpleScalar IPC, for the base
architecture (1 billion instructions)

standard deviation over multiple runs using different
random seeds is about 2% of the IPC -- informally, the
“noise” level (convergence values foompressfor dif-
ferent seeds, are shownHigure 3). This is not the error
with respect to SimpleScalar, only differences in esti-
mated performance among multiple runs.

Figure 4 shows the error oft&tistical Simulation us-
ing Mix for all Spec95 benchmarks run for 1 billion in-
structions on the Spec Reference Input. We can see th

chains instead of one long dependence chain, leading to
a performance overestimation.
3.2. Enhanced Instruction Models

Now, we look at various refinements of the basic
model for synthetic trace generation in order to increase
accuracy (possibly increasing convergence time). Each
workload model must describe the control flow, the
distribution of instruction types, the distribution of
locality events, and instruction or memory dependences.
The simple mix described earlier defines control flow
and the instruction distribution in a unified way. More
complex models describe them separately, first by using
a distribution of basic block sizes then by using an
instruction distribution (excluding branches). A more
detailed model may have a different instruction
distribution for each basic block size. We studied a
number of combinations and will describe three that
seem to be most useful.

3.2.1. Basic block generation

The length of basic blocks is an important aspect of
program behavior because when combined with branch
mispredictions it affects the number of valid instructions
in the superscalar instruction window. We first collect
the complete distribution of basic block sizes over a
benchmark trace. Then, the synthetic instruction genera-
tor begins by randomly generating a basic block length
Based on this distribution, (called BBloEkstribution)

results are relatively accurate (within 5% of SimpleSca- which is subsequently filled with instructionsBRlock

lar for half of the benchmarks, 15% error fomcatvand
20% error forcompressand 12% error forgcg, even
though the synthetic instruction stream is formed in a
simple manner using a basic instructiaix. The reason
behind the high error inompresss that it spends all of
the first 1 billion instructions of the Spec Reference In-
put initializing the data structures. This code is a very

Distribution + Mix).

30

Enormal Bblock + mix

25

W Bblock distribution + branch
n distance profile
20 7 O Bblock distribution + block size

tight loop spanning over 6 branches. Two of these share
85% of the branch mispredictions, and a third branch hag °
the remaining 15%. This imbalance of mispredictions £

together with the very repetitive code pattern, make sim-< 101

ple statistical simulation difficult. In the next section, we @
refine the synthetic instruction model in an attempt to 2
reduce modeling errors, with special attention given to g

profile

O normal Bblock distribution + block

the kind of behavior exhibited lgompress
We note that statistical simulation using mix

overestimates the performance of most benchmark
programs. This can be attributed to simplified modeling

of several second-order effects, for example dependences”

among memory references are not modeled. Also, for
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programs not having a long, dominant critical path,

averaging dependences is an accurate model. Howeve Figure 5. Error in statistical IPC for each level

if there is a long, dominant critical path, average
dependences will generate multiple small dependenct

of accuracy of the model, base architecture,
1 hillion instriictions



Another approach for representing the basic block tions (8 way superscalar), but slightly increased the error
distribution is to keep the mean and standard deviation of(within the noise) for small configurations, including the
the basic block lengthd\rmal BBlock, but common base architecturg=igures 5 above andrigure 6). Overall,
basic block distributions are often multi-modal and do the average error increases with the size of the processor
not map well to a normal distribution. Improvements configuration. Indeed, a larger issue window offers more
include keeping a different distribution based on the his- combinations of issuing sequences, and it is less likely
tory of recent branch outcome®Brénch History BBlock  that our dependence model statistically regenerates the
Distribution). This enables the sequence of basic blockssame sequence. This may lead to a higher average error.
to match more closely ones of loops, and improve con-
vergence times. Creating basic blocks apart from the3.2.2.  Basic block instruction profile
regular flow of instructions, that is, going froltix to Thus far we have considered generating instructions
BBlock Distribution + Mix, decreased the average error from a single trace-wide mix. In real programs, espe-
by more than a full percentage point for large configura- cially within loops, the type of instruction tends to be a

function of its location with respect to branches; for ex-

16 ample, load instructions tend to follow a branch, and

I store instructions tend to immediately precede branches.
14 - C_onsequently, instead of having a sing_le global program
I 1 Mix, we consider a method of generating a synthetic in-
12 I struction stream where the probability of an instruction
) of each type is a function of its distance from the imme-
010 Al diately preceding branch. We call this instruction distri-
e . bution theBranch Distance Profile.
i g L Another way to refine synthetic instruction generation
Z is to keep a different instructionix for each basic block
S 6| size. The reasoning is that long basic blocks tend to be
w computation bound with relatively higher numbers of
4 | ALU operations. Tis leads us to thBlock Size Profile
that maintains a different instruction distribution for each
2 | member of the basic block distribution.
As a further refinement, one can combine the features
o L] il ‘ L | 1 | 10| of theBlock Size Profiland theBranch Distance Profile
16RUU, 16RUU, 32RUU, 32RUU, 64RUU, 128RUU,
dway, 4dway,16 4dway,16 8way,32 8way,32 8way, 32 100000 Block 10
4fetchQ fetchQ fetchQ  fetchQ fetchQ  fetchQ Profile .
O mix 90000 + w T9
[=]
Q
W normal B block +mix 80000 + ;—_ T8
o
Q
0B block dis tribution +mix o 70000 Block Branch g\ & 17
= Size History % —
OB block dis tribution +branch ds tance profile % 60000 - Profile Bblock ¥ +68
S Distrib + 3 o
W B block ds tribution +block profile o 50000 - Bblock Block § + 50
» Distrib + Profile 3 £
[B block ds tribution +block size profile S 40000 1 Mix o las
> =
W branch history B block dis tribution +block profile ; 30000 - Normal + 3 w
Bblock +
O branch his tory B Hock dis tribution +block profile +bblock events 20000 - Mix 1o
l branch history B block dis trib+block profile +bblock locality & 10000 i 11
dependences
W B block ds tribution +block profile +bblock events & dependences 04 Ll o
| compress convergence time
O branch history B block dis tribution +block profile +bblock locality & [ perl convergence time
dependences —— overall method error (in %)
Figure 6. Statistical simulation results for Figure 7. Convergence time and error for
various microarchitectures, and trace models, Compress and Perl, on the base

averaged over all SpecInt95 benchmarks architecture , 1 billion instructions



by adding a third dimension to the instruction ;g9 mm |PC Standard <~ Mean|- 1.4
distribution matrix. That is, we maintain a distribution Deviation
of instruction types over different basic block sizes and 0-007 -
distances from the previous branch. We call this the_ ;o6 |
Block Profile. Figure 6 shows validation results for the
four instruction distributions just described, on different-

’

7

tion

evial

processor configurations. 2 004 -
For small configurations (4-way superscalsimple 5
. . o -
mix achieves comparable or better accuracy than comg 9003

plex distributions. For example, the base architecturés g go2
statistically simulated witmix has 7.6% error, and 8.2%

error with block profile, but converges 8 times faster
(Figure 7). More complex models, however, have a 20% 0

o
%
.

smaller coefficient of variation (ratio of the standard 3 e & 282 g2
deviation to the mean, and that we simply call “varia- +3 323 5% =32 258
tion” later in this paper), when running simulations with 2o 5335% K8 358
different seedsFgure 8), thanMix andnormal BBlock g P 53

+ Mix.

Consistently over all configurationBBlock Distribu-
tion + Block Size Profileachieves the highest accuracy
of all refined models presented heF@(re 6), though it compressrror down to 5%, as shown kigure 7. It is
is not the most detailed. Large 8-way superscalar (64important to note that the average absolute error on Spe-
RUU and 128 RUU) configurations have 0.5% less error cint went down to 5% for the base architecturigu(re 6)
with Block Size Profilehan simpleMix. As one might
expect, the more detailed instruction models require3.2.5. Summary: three main models
longer convergence times, as showFRigure 7 but show We observe that all models should generate basic
less variation between runBiqure 8). However, when  blocks based on a distribution indexed by teeent
the distribution of basic blocks depends on the recentbranch history(Branch History BBlock Distributionas
branch history, the convergence time is cut down byit enables better accuracy and fast convergence. Simple
30% without reducing accuracy or variation between models for which speed is critical should fill basic blocks
runs Figure 8). This makesBranch History BBlock Dis-  with a global Mix. Intermediate models seeking good
tribution + Block Size Profiléhe most attractive model performance, yet reasonable complexity should use a
for large configurationsiix is most attractive for small  Block Size Profilénstruction distribution within basic

Figure 8. IPC mean and standard deviation on
Compress , base architecture

configurations where it is accurate and fast. blocks, and instruction dependences should be a function
of the basic block size. Finally, for applications to proc-
3.2.3.  Improving dependence modeling essor design, where accuracy is critical, and the perform-

As mentioned earliecompresscode contains a few  ance of locality structures can be studied in other ways,
tight loops. Because of the recurrent code pattern, it isBlock Profiling with Basic Block DependencesndBa-
important to get the correct dependence information tosic Block Localityevents work well.
achieve accurate simulation.

We observe that one could also make the dependencg, Uniprocessor performance evaluation
distribution a function of the basic block size. The results
for this model are shown ifigure 7, underBblock Doe- A potential application of the statistical simulation
pendencesThe accuracy foperl is improved by 5%, n\qqefis design space exploration where the full range of
and forcompressby 4% for the same the convergence o ram characteristics and a broad range of microarchi-
time. tecture parameters can be studied. The study in [13] is a
. - very good example where data value prediction was
3.2.4.  Locality statistics L . studied for a wide range of prediction characteristics.

Just as dependence modeling is improved by using For studying the performance improvements (or

e e s et isucs o aasosses) of @ specfc eatre o  set of benchmarks, the
P value of statistical simulation is less clear. Many pro-

ll:;a:sg: i?}!%‘giaﬂzg't; r;\(/evs:#rgrearc::::r?rrrr?irscmrrgc?i::?iscysr,]v:?o? dif- posed microarchitecture features provide improvements
9 P of five percent or less — in the “noise” for statistical

f_efe“t static branches. M‘.'J‘k'ng branch prediction Stat!s'simulation. However, for this application, the absolute
tics a function of the basic block size took the error in
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Figure 9. An evaluation of microarchitecture profile
changes. Statistical simulation is compared Figure 10. Performance tracking error over
with detailed SimpleScalar simulation SpecInt95 programs, for different workload
performance is not as important as the relative perform- models and instruction window sizes

ance i.mprov.ement (or loss). l.e., the usefulness of Statis'change of 0.2). Indeed, changing the issue window size
tical simulation depends on how well performance meas-, 5, “changes the actual cache and branch prediction
urements "track” the measurements in detailed simula-p;ymiss rates but we keep them constant, changing only
tion. We now consider the ability of statistical simulation 5. parameter at a time.
to tracll1<_ perforrnl*nance improvements  due 10 rigre 10 shows how performance estimates track
mlcroarcl:q |t?cture ¢ a}nges. . h d th detailed simulation for several of the instruction
For the first set of experiments, we changed the ngeneration models we presented earlier. The error in
data and instructions cache sizes in SimpleScalar fromp, monic mean for all architecture changes presented
16KB to 32KB Qouble Cachp and measured the gpier (cache, branch predictor and issue width), for
performance. Then, we applied the two different cacheg ;. workload model and RUU size is showrFiture
mss rates to the statistical simulator, and left everything g |, general, the statistical simulation does not estimate
else unchanged. The same procedure was repeated Qy, tormance as well for wide-issue architectures (8-way
reducing .the instruction and data cache to 8H%B1If_( 64 RUU, has 2.5% average error in harmonic mean
Cac_he) Similarly, we increased the number of predictor change) as for smaller configurations (4-way 16, 32
entries frqm 2048 to 4096 entr:;a@c(uble BB, tr|1en RUU have 1.5% error in harmonic mean change). It is
reduced it to 1024 entriesHalf BF). Our last  nqnant to notice that performance does not track
experiment changed the instruction issue width from 4 tosignificantly better with more complex models.
2 (Half Issug and 8 Double Issup These experiments Overall, we see it is possible, with simple models, to
were run for 16, 32 and 64 RUU. Because we arepqgict program speedups of common changes in cache
interested in how well the errors track, we computed the pisq rates” branch misprediction rates or issue width,
speedups for the statistical version of each experimentyiy, oniy a few percent average error. We conclude that
and cl;or thﬁ detailed Slmpl}as?la:;lr v§r3|0£. le the eyaluating a design space using statistical simulation is a
speedups (harmonic mean of all benchmark IPCs over sef| technique, which can evaluate the design space
the_|n|_t|al ha_rmomp mean) are exactly the same, then_th uickly, relatively accurately, and with very simple
statistical simulation accurately estimates the relative , 4eis. As such. it should not be viewed as a
performance improvement (or lossjigure 9 shows the o5 cement for detailed simulation, but as a very useful
differences of the initial and final harmonic mean complement
numbers, for the architecture changes presented here. '
Performance estimates with statistical simulation are S d lusi
very close for changes in the cache memory and brancl5' ummary and conclusions
predictor (less than 0.01 error in the predicted mean for a

change of up to 0.5) but do not track as well for changes We have presented a number of statistical workload
in issue width (0.025 error in the predicted mean for amodels suitable for statistical microarchitecture simula-



tion. After an initial phase collecting statistics, instruc- thank Rick Carl, Dan Sorin, and David Wood for initial
tions are randomly generated based on the data gatheredontributions to this work.
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