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Abstract

In trace processors, a sequential program is
partitioned at run time into “traces.” A trace is an
encapsulation of a dynamic sequence of instructions. A
processor that uses traces as the unit of sequencing and
execution achieves high instruction fetch rates and can
support very wide-issue execution engines. We propose a
new class of hardware optimizations that transform the
instructions within traces to increase the performance of
trace processors. Traces are “pre-processed” to optimize
the instructions for execution together. We propose three
specific optimizations: instruction scheduling, constant
propagation, and instruction collapsing. Together, these
optimizations offer substantial performance benefit,
increasing performance by up to 24%.

1. Introduction

Trace Processors [11] ae based on a
microarchitecture that encapsulates dynamic instruction
seguences into traces at run time. Each trace contains on
the order of 16 dynamic instructions and commonly spans
multiple basic blocks. The traces are cached [10][8] and
become the fundamental unit of work for the rest of the
processor. A fetch unit predicts the sequence of traces [4]
and dispatches them as units to distributed processing
elements. Each processng element is a modest
superscalar execution engine capable of a high clock rate.

Because traces are cached, fetched, and executed as a
unit, they provide a new opportunity for hardware-based
optimization — at the trace-level. That is, a trace of
instructions can be optimized via a "pre-process" phase
prior to being placed in the trace cache.

There are a number of inherent characteristics of
traces that enable pre-processing optimizations. First, each

trace sequence contains basic blocks within a specific
context, and optimizations applied across basic block
boundaries must be valid only for that specific context.
Second, the overhead of relatively complex optimizations
can be amortized over many uses of a trace. Finally, pre-
processing can target new, internal instructions which are
not supported in the external instruction set.

In this paper we examine a number of trace
optimizations. These optimizations have been chosen to
exhibit the diversity of optimizations possible, and the
specific ones we study improve performance by 4% to
24% across the benchmarks we studied.

1.1. Trace-Level Optimizations

The following examples illustrate the variety of
optimizations that are possible. In later sections, we will
discuss specific implementations and performance
improvements for each.

e Scheduling instructions to take into account

extra latency for inter-trace communication.

« Performing constant propagation that can not
be implemented at compile time, by taking
advantage of a single dynamic path and a
powerful internal instruction set.

e Collapsing data dependent chains of
computation to single instructions by adding
new internal instructions that make use of very
powerful execution units.

Note that pre-processing is intended to complement,
not substitute for, good optimizing compilers. The
dynamic nature of traces and implementation dependence
allows additional transformations that would be
impossible, or at least very difficult, in compile-time
optimizations.
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Figure 1 Trace processor hardware with pre-processing.

1.2. TraceProcessor Overview

The main components of the trace processor frontend
are the next-trace predictor and the trace cache (see Figure
1). Next-trace prediction [4] implicitly performs branch
prediction and branch target prediction with sufficient
bandwidth to take advantage of the potentially high fetch
rate of the trace cache. During normal operation, the next-
trace predictor and the trace cache provide a stream of
instructions to the processor’s execution engine. When
the trace cache can not provide the needed instructions,
the slow path is used.

We model a trace processor with a distributed
backend, based on the design proposed in [11]. It is
composed of 8 processing elements (PEs) each with a
register file, instruction window and execution units. In
trace processors, the unit of work dispatched to each
processing unit is a trace. Each processing element has
full bypasses internally and can support back-to-back
dependent operations. It takes a full cycle for register
values to be broadcast to other processing elements.
Synchronizing of dependences through memory is
enforced by special hardware [2] in the memory
subsystem. We model a 2-cycle, 4 ported, 64Kbyte level-
one data cache and a 10-cycle level-two data cache.

The maximum trace length is 16 instructions. Traces
are forced to end at all jump indirect or return instructions.
The trace cache has 2K entries and there is a 64Kbyte
instruction cache.

1.3. PreviousWork

This work is similar to recent work done independ-
ently by Friendly et. al. [3]. It builds on the work in trace
caches [8][10] and trace processors [11][15].

The optimizations of scheduling and constant
propagation are well studied in the context of compilers
[1]. Dynamically scheduling groups of instructions was
also studied in [7]. The optimization of data collapsing
builds on a large body of work [5][9][12][13][14] in this
area.

2. Implementing Trace Pre-Processing

When the next trace of a program is not in the trace
cache, the slow-path hardware constructs it. This newly
constructed trace is dispatched to an idle processing
element to be executed and is also placed in the trace
cache (in non-optimized form). Most of the work of pre-
processing is performed in parallel with the initial
execution of the trace. When the trace is completed, the
pre-processor performs the final transformations on the
trace. We assume a two-cycle latency for this
transformation. The new optimized trace is then inserted
into the trace cache. Using this model, the latency of trace
pre-processing is not on the critical path.

2.1. Instruction Scheduling

The first optimization considered is instruction
scheduling. As a practical matter, we do not schedule by
literally moving the instructions within the trace. Rather,
we assign priorities to instructions in a trace and rely on
out-of-order issue logic to complete the scheduling task.
When an instruction is identified for increased priority,
instructions it depends on must also be increased in
priority.

There are many possible heuristics that could be
incorporated into assigning priorities. We focus on trace-
level communication. Instructions that use values
generated in previous traces are decremented in priority
and instructions that produce values used in other traces
are incremented in priority (incrementing priority has
precedence over decrementing). This is an optimization
that can not be performed at compile time.

2.2. Constant Propagation

The second pre-processing optimization considered is
constant propagation within traces. There are many cases
where computation chains with no inputs are used to
generate constant values. These can occur because of
encoding limitations in the instruction set and because of



control dependences that affect the value being produced.
With traces, both of these restrictions can be overcome.

Constant propagation leads to performance
improvement in two ways. First, there are some
instructions that do not need to be executed after constant
propagation. Second, constant propagation reduces the
length of dependence chains.

Constant propagation can be incorporated into the
initial execution of atrace. Thisis performed by adding a
bit to the local register file indicating whether a value was
generated from constant operands only.  Instructions
propagate the bit to their destination if al their sources
have the bit set. Instructions producing a constant value
record the value and are marked to inhibit their execution
in the future. Register source operands with the constant
bit set are replaced by the constant value for future
execution.

2.3. Instruction Collapsing

The third pre-processing optimization considered is
instruction collapsing. Recently, there has been much
discussion about the impact of the increase in wire delays
relative to gate delay [6]. The flip side of the relative
increase in wire delays is the relative decrease in gate
delays. While much current research is motivated by the
problems posed by long wire delays, there has been little
work performed to investigate the opportunities posed by
short gate delays.  Developing more sophisticated
execution resources can significantly reduce the latency of
executing a program. With the relative decrease in the
delays of gates, adding a few levels of logic to execution
resources may not impact the cycle time.

More complex operations can be used to collapse
small chains of dependent operations into a single
operation, thus reducing the latency. In general, data
collapsing turns a chain of dependent operations into a
single operation with more operands.

Most of the benefits of collapsing can be obtained by
adding a new operation described below. This operation
still has two register source operands and a single register
destination operand. This is very important as it does not
change the demands on the register file and data bypassing
configurations, both of which are communication intensive
and are usually timing critical. The new operation consists
of shifting each of the register source operands left by a
small immediate amount (O to 3), inverting either or both
operands, and adding the two values to a third immediate
value to produce the result. This operation is extremely
powerful but adds only a couple of gate delays over the
traditional two-operand add instruction.

After collapsing is performed, an instruction may
become redundant, as all instructions that depend on its
result have been replaced with a compound instruction that

encompasses the redundant instruction. We investigate
the performance impact of either executing or not
executing these redundant instructions. Executing the
redundant instruction simplifies maintaining precise state
for recovering from control mispredictions or traps.
Dependence collapsing is implemented in two phases.
The first phase is implemented during the initial execution
of the trace. A small type field is added to the local
register file specifying the type of the instruction that
creates the register value. Dependent instructions detect
whether they can be collapsed with producing
instruction(s). In this way the candidates for collapsing
are determined. The second phase takes dependent chains
of instructions and forms a new compound instruction that
captures the same functionality but has lower total latency.

3. Performance Results

Five of the SPECint95 benchmarks (compress, gcc,
go, list and m88ksim) are used to study the benefits of
incorporating pre-processing. Each benchmark is run for
100 million instructions. We study the benefit of
incorporating each optimization in isolation as well as in
conjunction with the other optimizations.
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Figure 2 Performance gains from scheduling.

The performance benefit of instruction scheduling for
trace-level communication is studied for two processor
configurations (2-way issue per PE and 4-way issue per
PE). Three of the five benchmarks see a notable
performance gain from instruction scheduling in the case
of the narrower issue configuration (see Figure 2). With
narrower issue there is a greater chance that more
instructions will be ready to issue then there are issue
dots, so priorities can influence the order of execution.
The benefit of scheduling is not significant with the wider
issue processors. Scheduling becomes more important
when applied in conjunction with collapsing.



Table 1 Instructions removed by constant propagation.

Benchmark % of insnsremoved by constant propagation
Compress 4.8
Gee 9.2
Go 12.0
Lisp 4.1
M88ksim 9.5

Constant propagation removes computation that need
not be performed each time atraceisreused. A significant
fraction of instructions can be optimized away (see Table
1). This reduces the demand for execution resources in
the processor.

Although a significant fraction of instructions are
removed by constant propagation the speedup is minimal,
less than 1%. The reason is that with the large instruction
window and accurate prediction, computation based only
on constants can usualy be computed before the values
are needed. This is especidly true in the trace processor
configuration where execution resources are dedicated to
traces. Constant propagation may have a larger impact if
small pools of execution resources are shared by multiple
processing €l ements.

Table 2 Breakdown of instructions effected by instruction
collapsing.

Benchmark % of instruction % of instructions

removed by collapsing replaced by collapsed

instruction

Agr Mod Con Agr Mod Con
Compress 285 27.8 0.0 164 144 144
Gcee 20.8 20.4 0.0 9.0 8.3 8.3
Go 21.2 20.6 0.0 104 9.9 9.9
Lisp 18.9 18.9 0.0 53 53 53
M88ksim 20.7 175 0.0 8.1 4.9 4.9

Instruction collapsing removes data dependence
delays by replacing instructions with new compound
instructions. We consider three policies for collapsing
instructions. The first case, labeled “Aggressive,” allows
any dependent chain of logical operations (AND, OR,...)
to be collapsed together as long as the total number of
register operands is four or fewer. Also, any chain of
additions and subtractions, including address calculations
and set instructions, can be collapsed together as long as
the total number of register operands is four or fewer. For
chains of either logical or arithmetic operations, left shifts
of immediate counts of 3 or fewer are allowed anywhere in
the computation chain. Instructions no longer needed after
collapsing is performed are not executed unless there is a
branch mispredict or an exception within the trace.

The second case, labeled “Moderate,” limits collapsed
instructions to addition/subtraction of up to two register
operands and one immediate operand. Either of the
register operands can be shifted left by an immediate
counts of 3 or fewer. This restriction limits the needed
hardware support to a relatively simple arithmetic unit and
requires no additional register ports or bypass logic. This

new instruction can encode a number of possible chains of
additions and left shifts. As before, instructions no longer
needed after collapsing is performed are not executed
unless there is a branch mispredict or an exception within
the trace.

The third case, labeled “Conservative,” is similar to
the Moderate case except that instructions no longer
needed after collapsing are still executed. This simplifies
the logic for branch mispredict recovery and traps. This
also simplifies the logic for performing the pre-processing,
as it does not require the analysis of which instructions can
be safely removed after collapsing.

Table 2 gives the breakdown of instructions effected
by pre-processing. The first three columns present the
fraction of instructions that do not need to be executed
after collapsing for each of the collapsing policies. The
next three columns present the fraction of instructions
replaced by a new compound instruction.

A significant amount of collapsing takes place in all
the benchmarks, with 5% to 16% of instructions being
replaced by new compound instructions. The aggressive
and moderate approaches, which remove unnecessary
computation after collapsing, remove about 20% of
instructions for all the benchmarks.  The simpler
approaches can capture a majority of the collapsing that
the aggressive model can. Only in one benchmark,
m88ksim, does the number of instructions replaced by
compound instructions vary substantially between the
aggressive and the simpler approaches. Even in this case,
the simpler approaches get 60% of the collapsing of the
aggressive approach.
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Figure 3 Performance gains from pre-processing
(2M = 2-way issue PEs and moder ate collapsing,
2C = 2-way issue PEs and conser vative collapsing,
4M = 4-way issue PEs and moder ate collapsing,
4C = 4-way issue PEs and conser vative collapsing).

Figure 3 gives the performance of the processor as
successive pre-processing optimizations are added. Four
processor configurations are studied, 2-way and 4-way
issue per processor with both the conservative and
moderate collapsing approaches. There is a notable
benefit, up to a 20% increase in performance, by



incorporating the collapsing optimization. When constant
propagation is incorporated in addition to collapsing, there
is no significant increase in performance.

The scheduling optimization has alarge effect when it
is applied in conjunction with instruction collapsing.
Instruction collapsing increases the amount of instruction
level parallelism and therefore increases the chances of
exceeding available issue bandwidth. Even with the wider
issue processor, instruction scheduling is important.
Instruction scheduling has a significantly larger effect with
conservative instruction collapsing, where redundant
instructions are not removed. With instruction scheduling,
the conservative collapsing policy performs almost as well
as the moderate collapsing policy.

The proposed pre-processing optimizations enable the
processor to make the best utilization of available issue
bandwidth. =~ The narrower issue configuration with
conservative collapsing and instruction scheduling
optimizations perform as well as, or better than, the wider
issue configurations without pre-processing. By better
utilizing limited resources, intelligent pre-processing can

significantly improve the price/performance of a
processor.
4. Summary

We have proposed a new set of hardware
optimizations for processors with trace caches. These
optimizations take advantage of the intermediate program
representation encoded in traces. The instructions within
traces are pre-processed to optimize them for execution as
a group. Three optimizations are studied: instruction
scheduling, constant propagation and instruction
collapsing. Together, these optimizations can increase
performance by 4% to 24% across the benchmarks we
studied.

The trace pre-processing optimizations allow for
better utilization of execution resources. Trace pre-
processing enables a given performance level to be
achieved by a trace processor implementation with
reduced total issue bandwidth. Trace pre-processing can
therefore significantly improve not only the performance,
but also the price/performance of a processor.
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